
Personal perspective
• Simplicity is super-important

• There is a science of mind that is neither natural 
science nor applications technology

- as in, e.g., Marr’s “computational theory”

• “Minds” can be defined as things more usefully 
thought of in terms of goals than of mechanisms

- goals can be well thought of as rewards

• Reinforcement learning is part of the beginning 
of a science of mind
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The problem

• How can we represent complex, 
commonsense knowledge of the world?

• With mathematical clarity

- With meaning is as clear as  that of a transition 
probability

• In such a way that it is maintainable
without continuous human intervention

• In such a way that it can be learned and used 
flexibly (e.g., for planning)
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The problem (2)

• We know so much! So much sensorimotor 
stuff

• How can we know so much about how the 
world works and what we can do, and apply 
it efficiently to maximize reward

• How can we relate higher-level knowledge 
to the low-level sensorimotor stuff?

• How can it all be organized and maintained? 
What are the principles?
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Approach

• It’s all about signals (actions and observations) 
passing back and forth between agent and 
environment

• The agent seeks to predict and control the 
signals generated by the environment

• Signals are low-level and processed in real 
time

• All world knowledge is about the 
relationships among these low-level signals



Approach (2)

• Knowledge is not only about data, it can also 
be compared to data, thus verified, tuned, 
learned, and discovered

• This is essential to the scalability of 
knowledge

• We can use RL methods to learn knowledge

- off-policy learning of value functions, option 
models
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From forward models to 
knowledge

• Forward models are knowledge of a limited 
sort

- Too myopic - one step prediction not 
enough

- Too concrete, insufficiently abstract

• Knowledge can be more particular, nonlinear, 
arbitrary, and effectively stochastic



Approach (3)

• Abstraction is key

• We have tools for state abstraction

- linear function approximation solves this

- with massive numbers of nonlinear features

• ...and temporal abstraction

- options and option models solve many of the 
conceptual problems (and GVFs)

- gradient TD learning methods (eg GQ)



knowledge is predictions

• of what will happen

• of what you could cause to happen

- at various time scales

- conditional on actions or courses of action



General value functions
(≈same idea as option models)

Qπ(s, a) = E
�
r1 + γr2 + γ2r3 + · · · | s0=s, a0=a, a1:∞∼π

�

Qπ(s, a) = E[r1 + · · ·+ rk + zk | s0=s, a0=a, a1:k∼π, k∼γ]

Qπ,r,γ,z(s, a) = E[r(s1) + · · ·+ r(sk) + z(sk) | s0=s, a0=a, a1:k∼π, k∼γ]

Qπ,r,γ,z(s, a) =
�

s�

P (s�|s, a)
�
r(s�) + γ(s�)

�

a�

π(a�|s�)Qπ,r,γ,z(s�, a�) + (1− γ(s�))z(s�)

�

δ(s, a, s�; Q̂) = r(s�) + γ(s�)
�

a�

π(a�|s�)Q̂(s�, a�) + (1− γ(s�))z(s�)− Q̂(s, a)

δt = r(st+1) + γ(st+1)
�

a�

π(a�|st+1)Q̂(st+1, a
�) + (1− γ(st+1))z(st+1)− Q̂(s, a)
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these four functions define the semantics of the prediction

policy

pseudo reward

pseudo termination

terminal value
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Qπ,r,γ,z(s, a) = E[r(s1) + · · ·+ r(sk) + z(sk) | s0=s, a0=a, a1:k∼π, k∼γ]

Qπ,r,γ,z(s, a) =
�
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P (s�|s, a)
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r(s�) + γ(s�)

�

a�

π(a�|s�)Qπ,r,γ,z(s�, a�) + (1− γ(s�))z(s�)

�

δ(s, a, s�; Q̂) = r(s�) + γ(s�)
�

a�

π(a�|s�)Q̂(s�, a�) + (1− γ(s�))z(s�)− Q̂(s, a)

δt = r(st+1) + γ(st+1)
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π : A× S −→ [0, 1]

r : S −→ R

γ : S −→ [0, 1]

z : S −→ R
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predictions can be more 
powerful than you think
• not just a “saying before” of what the 

sensory signals will be

• all scientific knowledge can be expressed as 
predictions

• predictions can be about the outcomes of 
extended courses of behavior (options)

• all the little things you know can be well 
thought of as prediction



Desiderata: Predictive 
knowledge should be

1. Useful, e.g., for planning

2. Expressive (powerful, abstract, human-level)

3. Autonomously verifiable

4. Suitable for efficient learning with 
approximations



• Everything we know that is specific to this world 
(as opposed to universally true in any world) 
is a prediction (or memory) of experience

• All world knowledge must be translatable into 
statements about future experience



actions At ∈ A
observations Ot ∈ O
experience Ξt ∈ {O × A}t∈

The world is completely 
described by the 
probability distribution ∈
        P(o⎮ξ) = Prob (Ot+1 = o⎮Ξt = ξ)∈
To know something about the world at time t 
is to know something about P(o⎮Ξt ξ) for ξ ∈ {O × A}*
There is nothing else to know

World knowledge must be predictions
(the theorem) 

actions

observations

World



A Grand Challenge:
Grounding knowledge in experience

• To represent human-level world knowledge 
solely in terms of low-level experience

- observations, actions, time steps

- a minimal ontology

• without reference to any other concepts or 
entities unless they are themselves represented 
in terms of experience

- no objects, no people, no space, no self, no chickens…

- all these are “just” patterns in sensation & action



What would it be like
to accept the challenge?

• Abstraction is key

- state

- dynamics

• Need to think in unfamiliar ways

• Microworlds, robotics



In experiential terms,

• What is space?

- regularities in sensation change with eye movement

• What are objects?

- subsets of sensations

- that tend to occur together temporally

- and can be in arbitrary relative spatial arrangements



• What is my body, my hands?

- objects that are always present

- and can be controlled

• What are people?

- objects that may move on their own

- that have a particular subset of sensations

- whose presence may change my sensations 
for the better

- eventually:

that are best predicted with respect to goals

that are analogous to me



What would it be like
to accept the challenge?

• Abstraction is key

- state

- dynamics

• Need to think in unfamiliar ways

• Microworlds, robotics



The Critterbot



Critterbot knowledge

• Base rates (means and variances) for all the 
sensors

• Some configurations of sensor readings 
happen, some don’t

- Extend this into time

- Within and across sensations

• Unsupervised learning in sensor-time space



Critterbot knowledge

• How do motor torques affect wheel 
rotation?

• How do motor torques affect motor strain?

• How do wheel torques affect compass and 
inertial sensors?

• How do bumps affect inertial sensors?

• What about velocity?



Critterbot knowledge

• Inter-relationship of touch, proximity, and 
wheel rotation

• Proximity predicts
touch

• Wheel rotation
predicts proximity, 
then touch

• But all in very particular ways - certain 
motions correlate with certain sensations



Critterbot knowledge

• There is no action for forward or rotate

• But certain wheel motions will cause 
certain “motions” and associated sensations

• Rotating the body when close to a wall will 
cause patterns of proximity and contact

• Complex relationships, but lots of 
regularities.  

• Use geometry?  No!  Use memory and gain 
robustness and generality, accuracy



Knowledge of state

• Wall to the left/right/front/back of me?

- Naturally represented as predictions of 
proximity and/or touch readings

• Is there a lot of open space ahead of me?

- Will running forward cause bump?

• Instead of filtering/smoothing, use 
predictions

- Past readings inform future readings



Some options 
we might build in

• Null options over various time-scales (for 
predictions that are not action conditional)

• Constant actions over various time-scales

• Move randomly (without motor strain)

• Maximize/minimize each sensor

• Run wheels without changing compass

• Run wheels without changing proximity



Higher-level knowledge

• Places in the room

- Along a wall?

- In a corner?

- Facing open space?

- Long wall vs short wall, right vs left?

- Battery charger nearby?



Higher-level knowledge

• The rattle

• A distinctive sound

• Some actions may “cause” the sound 

• There are times when it can be caused, and 
times when it cannot (presence/absence)

• It has a location

• The location can change (state)

• I can move it



Higher-level knowledge

• people

• Distinctive sounds

• Voices, door opening

• Opportunities for reward (clicker, petting)

• Temporal coherence (presence/absence)

• Correlated with rattle, learning 
opportunities…

• Help.  E.g., back to the charger



The time is ripe

• We are only just now becoming able to do 
learning from unsupervised interaction

• Only now do we have

- fast enough inexpensive computers

- good, reliable, inexpensive robots

- effective off-policy learning algorithms with 
function approximation



Moore’s/Moravec’s law

• effective computation per $ increases 
exponentially, with a doubling time of 18-24 
months

• this trend has held for the last sixty years

• and will continue for the foreseeable future



Consequences

• Computation becoming inexorably vastly 
cheaper

• Diminishes the importance of special-case 
solutions

• Amplifies the importance of general “brute 
force” solutions

• Data and computation are becoming more 
important than leveraging human 
understanding



Implications for AI/RL

• Moore’s law demands that we study 
unsupervised learning

• Unsupervised learning is learning without 
prepared training data -- i.e., from normal 
sensorimotor interaction

• This is the holy grail of computation-heavy AI

- to make sense of sensorimotor data in its own 
terms

- from the info contained in cause and effect



stages of progress

• representation - can we represent the 
solution if we don’t worry about learning it

• learning - can we tune the parameters of 
the solution if we don’t worry about 
discovering its structure

• discovery - can we find the structure of the 
solution as well?



Conclusions

• The world can be understood purely in 
terms of signals; that is what minds do

• Everything there is to know is revealed in 
the data; the information is there, but in an 
unfamiliar form

• Our intuitions must be restrained; 
there is time and data enough that building 
too much in is counterproductive

• The time is ripe for sensorimotor learning 
from unsupervised interaction


