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The Curse-of-Dimensionality
Richard Bellman (1961):

R. Bellman, Adaptive control Processes, p.94, Princeton University Press, NJ, 1961.

“In view of all that we have said in the foregoing 
sections, the many obstacles we appear to have 
surmounted. What casts the pall over our victory 
celebration? It is the curse-of-dimensionality, a 
malediction that has plagued the scientist from 
earliest days.”

Since its inception, the phrase has been adopted to describe many difficulties in data 
analysis that result from the dimensionality of the variable space.



In this talk

To lift the curse, we seek algorithms that:

• are robust and linearly scalable w.r.t. learning 
parameters

• ...

• ...

 



Supervise Learning vs RL

✓Supervise learning (robust)

!Reinforcement Learning (robust only for 
on-policy learning)

∆θt = α(rt − θ�t φt)φt φ, θ ∈ �n

current
signalstep-size

current
feature vector

LMS rule:

TD(0) rule: ∆θt = α(rt+1 + γθ�t φt+1 − θ�t φt)φt



A simple example:
Linear TD(0) can diverge

∆θ = αδφ

θ 2θ
r=1

δ = 1 + γ2θ − θ

= 1 + (2γ − 1)θ

∆θ = α(1 + (2γ − 1)θ)

Diverges if 2γ − 1 > 0

Linear TD(0) update:

θ∗ =
1

1− 2γ
TD(0) solution

δ = r + γθ�φ� − θ�φ

get sample: (φ, r,φ�)



 The status of conventional TD methods in RL:
the overall picture

Prediction Control

TD(λ) Sarsa(λ)

TD(λ) Q-learning

On-policy

Off-policy

Tabular

Prediction Control

Linear TD(λ) Linear Sarsa(λ)
(chattering)

LSTD LSPI

Function approximation

? ?

- Linear GQ(λ)

-Linear TDC 

-Nonlinear TDC

Greedy-GQ

Let’s see the status of RL algorithms that are 
linearly scalable:

here we consider prediction and control problems 
and also for each we have on-policy learning and  
off-policy learning



an example of off-policy 
learning

Sutton & Barto, 1998

on-policy Sarsa

off-policy Q-learning

with small random exploration

Sarsa with ε-greedy policy finds this

Q-learning  with ε-greedy policy finds this



Why do we care?

Why TD? TD with FA forms a core part of RL
- can learn from incomplete sequences

- allows moment-to-moment predictions

- easy to combine with FA; generalization ability 

Why off-policy Learning?

- allows parallel learning from single trajectory

- is important for exploration-exploitation dilemma 

TD+FA+Off-policy learning plays important 
role in RL (e.g., Q-learning with LFA)



• introduce a robust and powerful gradient TD method 
(GQ)

-thus making RL almost as straightforward as supervise learning 

• briefly discuss theoretical results

• briefly discuss the current state of gradient TD algorithms

• new proposal: hybrid gradient TD methods 

-work in progress

• potential future works 

-some of the works still are in progress

Outline



Rolling breakthrough in
temporal-difference (TD) learning

with function approximation 

• First O(n) convergent TD learning algorithm with linear 
function approximation (NIPS-08)

• Faster gradient TD algorithms (ICML-09)

• Nonlinear extension (NIPS-09)

• GQ(λ): Off-policy TD prediction for GVFs (AGI-10)

• Greedy-GQ: TD Control; an alternative for Q-learning 
(ICML-10)

All have stability guarantee



General Value Functions (GVFs)

transient signal :

outcome :

termination probability :

general value function : 

1− γ : S → [0, 1]

z : S → �

r : S ×A→ �

Qπ,γ,r,z(s, a) = Eπ[rt+1 + rt+2 + ... + rT + zT |s = st, a = at;T ∼ γ]
= Eπ[rt+1 + γt+1rt+2 + (1− γt+1)zt+2 + ...|s = st, a = at]



Question and answer system

• Questions: are in the form of policies with 

termination condition

• Answers: are in the form of approximate value 

functions

For application, see Horde Architecture, Sutton et al, 2010



GQ



Our proposed solution: 
gradient TD method

• Objective function: mean-square projected Bellman-error: 

• stochastic gradient-descent: 

• weight-doubling trick!

E[∇θt] ∝ −∇J(θ)

The core ideas:

J(θ) = �Qθ −ΠTπ,λ,γQθ�2
D

S → [0, 1]λ :

eligibility  function :general Bellman operatorprojection operator



The GQ(λ) algorithm:
 notations

at ∼ b(.|st)

φt = φ(st, at)

zt = z(st)

λt = λ(st)
eligibility trace vector et = e(st, at)

rt+1 = r(st, at)

γt = γ(st)

Qθ(s, a) = θ�φ(s, a) ≈ Qπ,γ(s, a)Linear VFA

φ(s, a) ∈ �n

θ ∈ �n



∆θt = αθ δtet

Classical TD learning, e.g., Q(λ):

et = φt + γλIat=a∗t et−1

δt = rt+1 + γθ�t φ(st+1, a
∗
t+1)− θ�t φt



The GQ(λ) algorithm:

∆θt = αθ δtet

δt = rt+1 + (1− γt+1)zt+1 + γt+1θ
�
t φ̄t+1 − θ�t φt

et = φt + γtλt
π(at|st)
b(at|st)

et−1

∆wt = αw

�
δtet − (w�t φt)φt

�
[ ]−γt+1(1− λt+1)(w�t et)φ̄t+1

φ̄π
t+1 =

�

a�

π(a�|st+1)φ(st+1, a
�)

If policy π is greedy:                            ⇒ Q(λ) φ̄t = φ(st, a
∗)

analogous



GQ(λ):
Theoretical result

The iterates are guaranteed to converge to  J(θ*)=0, 
where θ*= TD-solution, under  the following step-size 
conditions:

 αθ,t→0, αw,t →0,  αw,t /αθ,t >c, then θ→ θ*

One-timescale 

a constant number

Theorem statement(for prediction):



Hybrid gradient TD methods:
new generation of fast TD algorithms

(work in progress)

• we would like an algorithm that can learn like classical 
methods when those methods are sound 

• take advantage of on-policy temporal-sequences

- gradient TD methods--e.g., GQ(λ)-- do not 

• maintain all desirable algorithmic features: convergent, 
online, incremental, linear complexity

• their asymptotic convergent rate is the same or at least as 
fast as conventional TD methods(when they sound)

- our new hybrid gradient  TD methods provably show this 



Hybrid gradient TD:
an example

∆wt = αw(δt − w�t φt)φt

GQ(0)

∆θt = αθ

�
δtφt − γ(w�t φt)

�
φ̄π

t+1 − φ̄b
t+1

��

∆wt = αw

�
(δt − w�t φt)φt + γ(w�t φt)φ̄b

t+1

�

hybrid-GQ(0)

Convergence is guaranteed !

∆θt = αθ

�
δtφt − γ(w�t φt)φ̄π

t+1

�



Future works
• Extension to policy gradient methods (e.g., off-

policy actor-critic)

- very important, interesting and challenging!

• Implementing incremental step-size adaptation 
methods

• Implementing variance reduction methods to 
speed up learning

• Application to computational curiosity

• More empirical works on Horde Architecture, off-
policy nexting, using GQ(λ) for prediction and 
Greedy-GQ for control



Conclusions

• function approximation in RL is now nearly 
as straightforward as supervised learning 

• the new algorithms are incremental, online 
and their complexity scales linear with the 
number of learning parameters

• the new TD methods are robust for very 
general setting-- both for prediction and 
control problems

- we are a major step closer to learn knowledge 
of various sorts from a fragment of experience



Take-home messages
I. TD learning with function approximation 
now is robust for general settings

- by true gradient descent on a novel objective 
function

- by weight duplication trick

In other words:
Reinforcement learning with function approximation 
now is nearly as straightforward as supervised learning

II. hybrid TD methods are for speeding up the 
learning rate


